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Abstract—This paper presents World-space Cueing—a virtual
reality (VR) gaze guidance technique for head-mounted displays
(HMDs) that combines World-space modulation and eye tracking
to subtly direct users’ gaze to regions of interest (ROIs) within
the rendered virtual environment. World-space Cueing extends
two dimensional Subtle Gaze Direction (SGD) in a novel way:
unlike existing SGD-based techniques, it restricts modulation
to the exact dimensions of the ROI, thereby avoiding potential
distortion issues introduced via screen-space modulation.

We gauged the efficacy of World-space Cueing in guiding a
user’s gaze via an ablated VR pilot study. Our analysis centered
on the average time it takes users to find an object when
it is World-space Cued, versus when it is not. Based on our
results, using World-space Cueing can meaningfully impact users’
gaze in an HMD-based VR system with binocular eye tracking
without them actively perceiving the modulation. When World-
space Cueing was used, participants were able to find a cued
object faster relative to a no-cue control condition. We discuss
the implications of our findings and how World-space cueing can
impact the design of VR experiences.

Index Terms—Virtual Reality, Perception, Attention, Textur-
ing, Experimentation.

[. INTRODUCTION

Gaze direction techniques are useful to contend with the
attention management problem in virtual reality (VR): when
a user can control where they look, but a designer also needs
them to look at a particular region of interest (ROI) because
doing so is somehow critical to the unfolding experience. How
to best perform gaze direction is contested, but the general aim
that available techniques share is the reduction of extraneous
[3] cognitive load incurred by users when they are visually
searching for elements within a VR environment.

There are two kinds of gaze direction techniques. Overt
cueing introduces permanent changes to the scene being
viewed in order to guide attention—e.g., hovering arrows,
artificial landmarks [4]. In contrast, subtle cueing relies on
non-permanent and gradual manipulations to the scene—e.g.,
modulating the color or luminance of a circle-bounded ROI
[5]. While both kinds have their uses, subtle gaze direction
(SGD) has the advantage of minimally impacting the viewing
experience: its manipulations occur entirely within peripheral
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regions of the two-dimensional (2D) image-space (Figure 2).
Thus, SGD exploits our relatively-poor peripheral vision to
guide attention in (ideally) a minimally-perceptible way.

Unfortunately, modern SGD techniques cannot yet generate
cues that are precisely calibrated to the dimensions of an ROI
we want to cue. Thus, cueing non-circularly uniform ROIs may
distort unintended regions of the image space (as illustrated
in Figure 1). We fill that gap with a new SGD technique for
VR: World-space Cueing.

In this paper, we present World-space Cueing, a novel
subtle gaze direction technique that extends the original 2D
image-space-based approach [5] into three dimensions (3D),
effectively applying a texturing effect over 3D ROIs in world-
(alternatively, object-) space. We developed our World-space
Cueing proof-of-concept for the VIVE XR Elite VR Head-
mounted Display' and implemented it using the High-Level
Shader Language (HLSL) as supported by the Unity Game
Engine (LTS Release 2022.3.7f1) [6]. Our technique modu-
lates luminance, alternating the surface color between 9.5%
white and 9.5% black in a “blinking pattern” to increase the
visual salience of the object being cued. Like the original
formulation of SGD, we conditioned the application of World-
space Cueing on eye tracking: our modulation is terminated
when the user’s gaze is within 15° of the cued object’s center,
as measured by the VIVE XR Elite Eye Tracker.” In effect,
this behavior ensures the user is never allowed to scrutinize
the stimulus that prompted them to look in the first place.

As this is a novel technique, we wanted to demonstrate its
viability prior to benchmarking it against existing techniques.
Thus, we conducted a pilot ablated study with ten (/N = 10)
participants to study gaze behavior elicited by this technique
relative to an no-guidance baseline. Our results demonstrate
that World-space Cueing can subtly guide the gaze of HMD
users without introducing unintended distortions to the virtual
environment. However, our evaluation comparing the gaze
fixation times with and without using World-space Cueing
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Fig. 1: The state-of-the-art on subtle gaze guidance in virtual reality affords cueing via luminance modulation of a 2D circular
area applied to a 3D object. Above, we depict the valley of the “blinking pattern” induced by the modulation’s pulse wave,
which darkens the cued area. If the object-to-cue is not itself circular, this technique requires under-modulating as in Figure 1a
and Figure 1d, or over-modulating as in Figure 1b and Figure le. As the object-to-cue decreases in circular compactness, the
likelihood of rendering unintended side effects increases. In this paper, we present a technique that affords subtle cueing of a
3D object that minimizes rendering unintended side effects by calibrating the modulation to the object’s spatial dimensions,

as in Figure 1c and Figure 1f.
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Fig. 2: Conceptual diagram of the Graphics Pipeline [1],
adapted for stereoscopic VR HMDs [2]. Modern techniques
for subtle gaze direction modulate within Image space, which
may lead to unintended rendering side-effects. In contrast, our
technique modulates regions of interest within World space—
after applying of Tinodel-

did not yield a significant difference. This implies that while
World-space Cueing can potentially successfully guide gaze
to specific objects in HMD-based VR environments, it does
not necessarily have a significant impact on how long people
look at those objects.

II. RELATED WORK

Bailey et al. [5] introduced the original SGD technique,
which leverages luminance or color modulation as a cue to
enhance the saliency of an ROI and subsequently draws the
user’s gaze towards it. As alluded to earlier, SGD exploits
the disparity between Humans’ high acuity foveal vision and
low-acuity peripheral vision. The applied luminance/color
modulation triggers a saccadic eye movement (rapid shift)
towards the ROI to bring it within the foveal vision, which
is tracked to the best of an eye tracking camera’s ability.
Before the gaze is able to fixate on the ROI (as measured by
the needed eye tracker), the modulation is terminated and the
user is prevented from consciously perceiving the cue. SGD
utilizes both the difference in visual acuity and response time
between foveal vision and peripheral vision in its process.

11

To achieve luminance modulation, SGD smoothly alternates
between 9.5% black and 9.5% white at a frequency of 10 Hz;
this effectively modulates perceived luminance within the ROL
A similar process is implemented for color modulation but
using warm and cool colors instead of black and white. While
their study demonstrates the effectiveness of SGD in guiding
gaze, it also reveals a potential drawback: viewers reported
a slight decrease in perceived image quality for modulated
images. This could be attributed to the technique introducing
distortions inadvertently.

The SGD technique was originally applied to 2D paintings.
A more recent work by Grogorick et al. [7] explored a
variation of SGD for immersive virtual environments (e.g.,
panoramic videos, and VR environments). Their goal was to
direct user gaze towards specific locations within the virtual
environments without breaking immersion. Their approach
incorporates two key modifications with regard to the imple-
mented cue. First, the cue’s shape and size are dynamically
adjusted to compensate for reduced peripheral vision acuity
within the immersive environment. Second, the cue’s position
is also dynamically adjusted depending on the user’s head
orientation and gaze direction. The authors conducted three
studies: two perceptual studies to determine optimal cue size
based on eccentricity, and a user study to validate the method’s
effectiveness in a virtual reality environment search task. Their
findings confirm the applicability of subtle gaze guidance in
immersive environments, but effectiveness depends on factors
like scenario (static vs. dynamic) and task (general vs. hidden
object search). Results also show that luminance modulation
is more effective than color modulation in directing gaze.

The previous two studies address the need for a subtle gaze
guidance technique. However, the original SGD technique
was targeted towards 2D environments and reported image
quality drawbacks (distortions). The immersive version of
the SGD technique developed by Grogorick et al. showcased
the viability of adopting the original SGD technique into
immersive environments. However, the technique still applied
modulations to circular (elliptical as referenced by the authors)
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regions that are not bound by the dimensions of the cued
objects. These modulations can potentially introduce distor-
tion effects to circularly non-uniform shapes (e.g., teapots).
Additionally, they risk distorting non-ROIs that occlude a ROL.
World-space Cueing applied modulation is confined to the
dimensions of the cued object and is only restricted by the
cued object being in the user’s Field of View (FOV).

A. Guiding Gaze and Attention in VR

Lange et al. [8] introduced a novel technique called Hive-
Five for guiding gaze in virtual reality (VR). HiveFive lever-
ages the concept of swarm motion, where a group of elements
move together in a coordinated way. The authors conducted
two studies to evaluate HiveFive’s effectiveness. The first
study compared biological and non-biological swarm motion,
finding that non-biological motion resulted in faster response
times. The second study compared HiveFive to four existing
techniques (Arrow, Blurring, DeadEye, and SGD). The results
showed that HiveFive was not only efficient in directing
attention but also did so without compromising the user’s
sense of immersion in the VR environment. When compar-
ing the SGD technique to HiveFive, the authors disabled a
vital component which causes the SGD stimulus to terminate
whenever the user’s gaze approached and is about to fixate
on the stimulus. They allowed the stimulus to persist until
participants confirmed that they perceived it. In that regard,
this part of their comparison may be inaccurate. They also
applied the 2D SGD technique without describing how they
compensated for importing the original 2D technique into a
3D environment. Our proposed technique essentially addresses
this transition between 2D and 3D. Specifically, it addresses
importing the original SGD technique into VR environments.
By implementing the modulation technique in a shader lan-
guage, we eliminate potential distortions to the ROI due to
screen-space modulations (see Figure 2).

Two studies by Schmitz et al. [9] and Rothe et al. [10]
investigated methods for guiding viewer attention in Cinematic
Virtual Reality (CVR) 360° movies, where viewers have
unrestricted control over their field of view. Schmitz et al. com-
pared how central cues (arrows) and peripheral cues (flickering
lights) influenced viewers’ attention in CVR. They tracked eye
movements to see where people looked and how engaged they
were with different parts of the experience. While viewers
preferred arrows and found them more interesting, there was
no significant difference between the two cue types in terms
of how long people looked at the cued objects, how much they
remembered them, or how engaged they were overall. Rothe
et al. explored three potential diegetic cues for attention guid-
ance — light, sound, and movement — using spatial statistical
methods and heatmaps of viewing directions. Results revealed
that both sound and movement cues effectively influence
viewer gaze. Novel sounds triggered saccades towards their
perceived source, although not all participants consistently
focused on sound direction. Stationary lights did not attract
significantly more attention than other objects. However, a
moving light cone significantly altered viewing patterns. Our
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Fig. 3: Schematic diagram of the macula. The central visual
field extends to the parafovea (¢ ~ 8 visual angle). If the the
center of gaze comes within 15° of a source of a subtle cue
stimulus, the stimulus is terminated immediately.

work, similar to these two studies, explores the efficacy of
guiding gaze using cues. However, World-space Cueing is
specific for HMD-based VR environments. It is a novel subtle
gaze guidance technique that addresses potential distortion
issues with other HMD-based VR subtle cueing techniques
and attempts to remedy them.

[II. BACKGROUND

We develop a novel subtle gaze guidance technique targeted
at VR experiences—World-space Cueing. Our aim is to subtly
direct the gaze towards a ROI while maintaining immersion.
In this section we talk about concepts and theories that pertain
to our pilot study in an effort to help contextualize gaps in the
literature and elaborate the settings we chose for experiment.

A. Concepts

1) Human Visual System—Field of View: The human visual
field can be broadly categorized into two main regions: foveal
and peripheral vision. The transition between these areas
is seamless; the eye’s visual acuity sharply increases as it
approaches the fovea and decreases when moving away from
it. This led to vagueness in defining the precise extent of each
region within the literature [11].

Wandell [12] reports an average foveal diameter ¢ of
approximately 5.2 degrees of arc (1.5 mm). The parafovea and
perifovea are considered extensions of the fovea, collectively
forming the macula (shown in Figure 3). In the field of
perimetry, the visual field is typically divided into two zones:
(1) central vision, encompassing the area within 60 degrees
of the fixation point, and (2) peripheral vision, extending
outwards to nearly 180 degrees horizontally. Strasburger et
al. [11] designate the fovea and parafovea (combined diameter
of ¢ ~ 8 degrees of arc) as the central visual field. All areas
beyond that are considered peripheral vision (as in Figure 4).
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2) Subtle Cues: When the word subtle (sometimes referred
to as covert) is mentioned in the context of spatial cueing, it
refers to how attention is shifted from one point in space to
another as discussed by Posner et al. [13]. The term describes
where the stimulus drawing attention is located within vision
[5], [13], [14]. More specifically, subtle spatial cues can be
defined as cues that subtly draw attention to a point in space by
a stimulus triggered in the peripheral vision. Previous studies
[13], [15], [16] indicate that even though subtle cues are often
less conspicuous when compared to other cues, they are often
harder to ignore. People are also quicker to respond to subtle
cues because they are processed subconsciously. We identify
World-space Cueing as a subtle cueing technique developed
for HMD-based VR experiences.

3) Rasterization: The conventional graphics pipeline con-
sists of three primary stages: geometry processing, rasteri-
zation, and fragment processing. The process of rendering
HMD-based VR applications differs from standard graphics
applications because a unique need arises from the fact that
HMDs utilize stereoscopic frames: two frames need to be
generated at a time, one for each eye, to correctly display scene
information [2]. The process begins with the GPU reading
application-provided vertices from memory. During geometry
processing, the vertex shader calculates 3D coordinates and
assembles them into primitives. Next, two projections of the
scene (left and right views) are generated and fed into the
rasterization stage where they are converted into fragments.
Finally, the fragment processing stage calculates fragment
attributes like color and texture for each fragment, resulting in
the final pixels that displayed on the HMD. Figure 2 illustrates
a graphics pipeline that is adapted for stereoscopic VR HMDs.

World-space Cueing technique modulation occurs within
world-space after the application of Tpoe (Figure 2). Other
techniques that target both 2D and 3D apply modulations
towards the end of the pipeline, namely in image space, which
risks introducing distortions and incorrectly applying mod-
ulation on occluding objects. Because World-space Cueing
calibrates the modulation to the target’s spatial dimensions and
works on the shader level, these problems can be avoided.

4) Eye Tracking: Eye tracking is essential to our pilot study.
In order to gauge the effectiveness of World-space Cueing
in directing gaze to ROIs, we need to have an eye tracking
system that can accurately capture gaze information. Several
studies addressed and compared the accuracy of existing eye
tracking HMDs, including VIVE Pro Eye [17]-[19], Varjo
VR-1 [18], and VIVE Focus 3 (which has the same specs
as the VIVE XR Elite tracker) [20]. Results suggest that
HMDs differ widely in eye tracking capabilities. The work
by Hou et al. [20] shows that the majority of HMDs that
offer eye tracking exhibit high accuracy when tracking gaze
within the central visual field (within 15° from the center of
gaze). However, they also generally struggle in the peripheral
vision (beyond 15°). Further, HMDs can significantly differ in
their eye tracking accuracy in different conditions (e.g., head
moving vs. stationary) as shown by [17]. These are all factors
that can influence design decisions. For the purpose of our pilot
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study we deemed the XR Elite eye tracker to be a good fit. The
high sampling rates coupled with its low error margin within
20° FOV makes it a reasonable choice. However, results from
[20] suggest that eye tracking accuracy in peripheral vision for
the VIVE Focus 3/XR Elite eye tracker is below average when
compared to other HMDs. We attempt to address this issue by
increasing our termination range and introducing a running
average to measure the angular distance against, instead of
using a single value for each frame.

IV. WORLD-SPACE CUEING TECHNIQUE

To implement our World-space Cueing technique we ex-
tended the original 2D SGD technique developed by Bailey et
al. [5] enabling its application in 3D VR environments through
Unity’s Shader Language (HLSL). Similar to the original
SGD technique, World-space Cueing operates in the peripheral
vision and terminates as soon as the angle between the center
of gaze and the cued object is less than 15°. This helps ensure
that the user is not actively aware of the source of stimulus.
However, the World-space Cueing technique directly affects
the surfaces of objects in the environment rather than a 2D
circular region on a screen. We generate a modulation-based
gaze guidance cue that is precisely calibrated to the dimensions
of the objects we want to cue. This limits the potential
distortion effects that may occur when over-modulation and
under-modulation are not accounted for.

Consider the photos shown in Figure 5— A figure showing
part of the virtual environment used in our study. As alluded
to earlier, the cueing modulation is applied to the surface of
a 3D Model. However, we treat the gaze guidance problem
as that of attracting the user’s gaze to a specific point in
the interior of the model; i.e., the centroid. Thus, the ob-
jective is to guide the user’s gaze to a predetermined ROI
I=(I,1,1I) € E3 Let F = (F,,F,,F,) € E3 be the
world-space coordinates of the point the user’s gaze is fixed
on initially, and E = (E,, E,, E.) € E? the current position
the user’s eye. Let ¢/ be the vector £ and F' and let  the
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Fig. 5: Conceptual illustration of World-space Cueing. Figure 5a depicts a monocular 120°(horizontal) x 100°(vertical) FOV
screenshot of Urban City, the VR environment we used in our experimental study; the inset image is a magnified rendition of
an object in the visual scene (here, a park bench) that has world-space cueing modulation applied (over half of it). Figure 5b
depicts an image-space magnified version of Figure 5a, with an FOV visual overlay and three world-space coordinates: (1)
the (centroid of) the ROI for cueing, I € E3; (2) the user’s (HMD-estimated) gaze fixation point F € E3; and (3) the user’s
eye position E € E3, the center of the FOV. Our objective is to guide the user’s gaze to a predetermined ROL For us, this
is tantamount to minimizing the angular distance 6 between vectors EF and EI. Figure 5a depicts the information within
Figure 5b from a Top-view (i.e., looking toward the xz-plane) to give a sense of relative depth to the points I, F, and E.

vector between F and I. Finally, # be the angular distance
(the angle between the orientation of two vectors in 3D space)
between ¢ and . World-space Cueing is applied to the ROI
(which can be a mesh, model, or even a vertex) and the angular
distance between E and I is updated in real time through the
eye tracking device attached to the headset.

Our implementation used Unity HLSL code to increase the
saliency of an object or region and guide the user’s gaze to it.
We performed lightness (luminance) modulation by smoothly
alternating the color of the cued target’s surface between 9.5%
black and 9.5% white with a frequency of 10 Hz> as done
in the original SGD technique. We used a custom Gaussian
falloff function using Unity’s embedded CurveAnimation to
smooth the modulation’s transition between white and black,
as illustrated in Figure 6. The acquisition range is considered
the same as the modulation termination range in our pilot study
(£ 15°).

V. EXPERIMENT

In our pilot study, we address how participants’ gaze can
be guided through the introduction of our proposed subtle
gaze guidance technique—World-space Cueing, a technique
that leverages the human eye peripheral vision properties (e.g.,
fast reaction time and less visual acuity). Gaze patterns are
recorded as participants navigate a virtual environment with
various objects placed on the route they take. We posit that
understanding such impact can help improve the design of
virtual reality environments.

A. Experimental Design

The overarching goal of this study is gauge the impact of the
World-space Cueing technique on drawing users’ gaze inside

3See the code at https://bit.ly/3VFFnvO, or email the authors for access.
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VR environments. We conducted a between-subjects study
with 10 participants (8M, 2F) aged 20-32. All participants
reported normal or corrected-to-normal vision with no oculo-
motor deficiencies. We stratified our participants as follows:

o No-cue (baseline) group. Five participants navigated the
environment encountering objects that are not cued/mod-
ulated. This was the control group for our study.

o World-space Cueing group. Five participants navigated
the environment and encountered the same objects as
the first group. These objects were modulated using the
World-space Cueing technique.

The experiment utilized a bespoke environment called Ur-
ban City. The city consisted of three different districts (residen-
tial, park, and commercial). Participants navigated their way
through a long route that passed through all districts. Eight
objects were chosen to be cued using the World-space Cueing
technique for one group, the same objects remained uncued
in the environment for the other group. These objects were
spaced evenly across the taken route (city layout, route, and
cued objects are depicted in Figure 7). In light of prior work
in this field, we formulated two hypothesis for this study:

H1: Target acquisition angular speed — The gaze angular
speed when moving from its initial point to reach the target
after the target’s first appearance in the user’s FOV will
be higher when guidance is activated compared to when it
is deactivated. This implies that the gaze-to-target angular
distance should fall to acquisition range faster when using
World-space Cueing. For the target to be found, the gaze
need to be within the acquisition range for a minimum of
the fixation duration (500 ms).

H2: Fixation time — The time spent fixating on an object
that is being cued by World-space Cueing will be higher than
time spent fixating on uncued objects.
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Fig. 6: Illustration of how World-space Cueing increases the saliency of an object in the environment. A lightness (luminance)
modulation is performed on an object by smoothly alternating its original surface color (Figure 6a) between 9.5% white
(Figure 6b) and 9.5% black (Figure 6¢) with a frequency of 10 Hz. The resulting rapid “blinking” effect subtly draws users
gaze until the effect is terminated whenever the gaze enters the termination range (< 15° from the target object).
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Fig. 7: The Urban City virtual environment used in our study.
The figure depicts the layout of the different three districts:
residential, park, and commercial. It also illustrates the route
used by participants to navigate the city, and the cued objects
locations (marked with red stars).

B. Apparatus

The virtual environment used in this experiment was de-
veloped using Unity Engine 2022.3.7f1 and ran on an VIVE
XR Elite standalone headset. The VIVE XR Elite offers a
resolution of 1920 x 1920 pixels per eye (90 Hz refresh rate)
and a 110-degree field of view. The headset supports eye and
facial tracking which requires attaching additional accessories
(Figure 8). The VIVE full face tracking accessory was attached
to the headset to allow for the collection of gaze data. It has a
data output frequency of 120HZ and an error margin of 0.5°-
1.1°. In this study, three hardware adjustments were made
in order to limit spurious factors that may elicit unintended
effects: 1) we used a head-still condition: head movement
(looking around) was disabled and only the direction and angle
of the gaze was tracked, 2) audio was not included in this
experiment, and 3) locomotion was automatic; meaning that
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participants started moving along the route as soon as the
experiment started and only stopped upon reaching the end.

C. Method

To test our hypotheses, we developed a virtual city that
comprised a 5x5 grid landscape. The task given to participants
was to look around with their eyes as they navigated the city.
Our study utilized two city environments that were identical
except for one aspect: one had eight objects (of many) that
were cued using the World-space Cueing technique, while the
other had the same eight objects uncued. The eight chosen
objects were only cued for the World-space Cueing group and
remained cued as long as a participant’s gaze did not reach
the cue termination range. These objects varied in size and
color. They were also placed within varying angular distances
from the participant’s FOV center. The target was considered
acquired when the gaze enters the target’s acquisition range.
To determine this acquisition range, we considered the foveal
vision radius and our eye tracker’s error margin. We estimated
that value to be < 15° (i.e., within foveal vision + eye tracker’s
error margin from the center of gaze).

Participants started the experiment at the start point shown
in Figure 7 and finished at the same location but facing the
other way. The only part of the environment where participant
took the same road twice was at the very beginning and at
the very end. Because of the flipped views (i.e., participants
facing different ways when they started vs. when they finished)
we were able to account for unintended behavior changes
that could have occurred due to them seeing the same area
of the environment twice. Five data types were collected as
participants continued to travel through the environment: 1)
target name, 2) target’s visibility, 3) target’s distance from
participant, 4) gaze-to-target angular distance, and 5) world
time. (i.e., #). Data sampling occurred at a 50 Hz frequency
(once every 20 ms) which is well within the reported VIVE XR
Elite eye tracker sample rate (120 Hz). We formed bins around
the eight chosen objects and only performed data analysis on
data within these bins. For a data point (containing all of the
aforementioned five data types) to be included in the analysis,
it had to be within 200 units from the participants and in their
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Fig. 8: Equipment used in our study. The eye tracker cap-
tures binocular gaze data at 120 Hz with accuracy within
0.5° ~ 1.1° of a person’s actual gaze. We used eye tracking
to determine if (on average) World-space Cueing guided a
participant’s gaze to ROIs faster than not cueing at all.

FOV (i.e., visible). The combination of angular distance and
world time is used to test both hypotheses. Angular speed is
measured from the gaze vector that the HMD computes and
the time it took to traverse the angle between E'F and EI
(Figure 5c). Fixation times vary between people and depend on
various factors [21]; we adopted a fixation period of 500 ms,
considered a longer fixation range in the literature.

D. Procedure

After consenting to the experiment, participants were es-
corted to a quiet room and helped fit the HMD. They were
seated and asked to keep their heads steady for the duration of
the experiment (navigating the city took about four minutes).
They were also told that they have the right to opt out at any
time and were explicitly asked to do so if they felt dizzy or
sick. Once they were comfortable with the HMD, participants
were instructed to complete the eye tracker calibration process.
Next, they started the experiment. The instructions given to
them before the start of the experiment was to look around
the environment freely with their eyes. No further instructions
were given during the experiment. After participants finished
the experiment they were asked a few questions to check if
they were feeling any sort of VR vection.

All required data was automatically compiled during the
experiment and written to CSV files. These log files described
the target’s name, visibility, distance from participant, angular
distance, and world time. Obtained data was sampled at a rate
of 50 Hz and the entire study, including calibration, lasted less
than 15 minutes for each participants.

VI. ANALYSIS AND RESULTS

All data was analyzed using standard thresholds for signif-
icance (a = 0.95, 8 = 0.20). We discuss the results below.

H1: Target acquisition angular speed — For the first
hypothesis, we studied participants’ gaze angular speed when
acquiring targets, as soon as those targets entered their FOV.

We performed a between-subject Factorial ANOVA test to
determine if World-space Cueing had a significant effect on
participant’s visually acquiring targets faster. Confirming our
hypothesis, results showed that participants were significantly
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Fig. 9: Boxplots of the participants’ recorded angular speed
when detecting objects while navigating the virtual environ-
ment. Eight identical objects were world-space cued for the
first group (cyan), and not cued for the second one (orange).
Notably, The results demonstrate a statistically significant
difference in speed for the two settings, with the world-space
cued objects drawing attention more efficiently. Notice that
VRSGD = World-space Cueing.

more efficient at acquiring targets when World-space Cueing
was used, F((df = 5) = 3.724, p < 0.006) Figure 9).

H2: Fixation time — We ran a second factorial ANOVA
test to evaluate our second hypothesis which states that objects
cued by World-space Cueing will have gaze fixated on them
for a higher duration. The test did not reveal a significant
difference, F((df = 5) 2.276, p > 0.05). Since this
experiment used a fixation duration of 500 ms, only fixations
that lasted 500 ms or more were considered (Figure 10).

A. Interpretation of Findings

Our results confirmed our first hypothesis and failed to
confirm the second one. There was a statistically significant
difference in target acquisition angular speed but not in fixation
time. This indicates that World-space Cueing can subtly guide
gaze in HMD-based VR experiences whilst minimizing render-
ing unintended side effects by calibrating the modulation to
the targets’ spatial dimensions. However, World-space Cueing
does not necessarily result in a longer (or shorter) gaze
fixation duration.

We used a head-locked setting for our experiment to control
for other factor that could affect the validity of collected data.
Sipatchin et al. [17] suggest that during head movements, the
accuracy of eye tracking systems is reduced until the target is
again within central vision. This is a factor that might have
caused objects to be cued when it shouldn’t because the eye
tracker could not accurately detect that the user’s gaze came
within the termination radius (< 15°).

Two participants who experienced the World-space Cueing
version of the environment noted that, at times, they were able
to observe the modulation on the cued targets that were located
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Fig. 10: Boxplots of the participants’ recorded gaze fixation
duration while navigating the virtual environment. Eight iden-
tical objects were world-space cued for the first group (cyan),
and not cued for the second one (orange). No statistically sig-
nificant difference in fixation time was found when comparing
the two settings. Notice that VRSGD = World-space Cueing.

closer to their peripheral vision. They added that it was only
for a brief moment before the target either went out of vision
or stopped being modulated. This can be attributed to the eye
tracker error margin which can sometimes output erroneous
data to the script which would extends prior findings that have
demonstrated that the VIVE XR elite eye tracker performance
in the peripheral vision is subpar when compared to other
HMDs [20]. One solution that addresses this issue would be to
use a more accurate eye tracker, which would require working
with a different HMD. Out of the eight objects we tracked,
we only used six. two Objects were removed because each of
these objects was only acquired (gaze fixated on it for at least
500ms) by a single person. These two objects were the objects
placed furthest into the periphery.

To test if World-space Cueing truly had an influence on
guiding gaze, we used an angular speed metric instead of a
time difference metric. This is because at the time a target
comes within the user’s FOV, their gaze might already be at
a distance that is very close to the target. We thus deemed
angular speed to be more apt. Also, if the user’s gaze happened
to already be within the termination radius of the target at the
exact time the target comes within the FOV, we would not
include data about that target in our analysis.

One key difference between World-space Cueing and other
2D image-space cueing techniques is the non-obstructive na-
ture of World-space Cueing. Spatial cueing has been shown
to improve memory [22], [23]. However, utilizing modulation
techniques that render on top of regions on screen can poten-
tially hinder that effect, because details of that ROI are being
obstructed by the modulation effect.

Overall, these results are consistent with prior literature
which demonstrated that subtle cueing is effective at guiding
gaze in VR [7], [8]. World-space Cueing goes the extra mile by

17

potentially solving the problem of display distortions caused
by over-modulation and under-modulation.

B. Implications

Our findings suggest that a user’s HMD gaze — in a head-
locked setting — can be guided to specific ROIs when these
are subtly cued. Prior studies [13], [15], [16] found that even
though visual acuity in peripheral vision — the area where
subtle cues generally operate — is low, reaction to information
in that region is faster on average. Results also suggest that the
time people spend looking at a specific region is independent
of whether that region is being subtly cued or not.

In summary, we found that subtly cueing objects using
World-space Cueing had a significant impact on participants’
directing their gaze to regions of interest, but not the time their
gaze fixated on those regions.

VII. CONCLUSION

In this paper, we studied the effect of our newly proposed
World-space Cueing technique on guiding gaze in HMD-based
VR by contrasting it against a base-line no-cueing setting.
Based on the results of our work, target acquisition angular
speed was significantly impacted when World-space Cueing
was in effect. However, World-space Cueing had no effect on
gaze fixation duration. This is consistent with studies [13],
[15], [16] that show the efficacy of subtle cues on gaze and
attention guidance. However, World-space Cueing leverages
High-Level Shader language to apply modulations early in
the pipeline, where it is less likely to cause distortions. Hence,
minimizing rendering unintended side effects. The comparison
we made is crucial to further our understanding of design and
cueing in VR, and sheds light on why world-space modulations
can be more practical than image-space modulations.

A. Limitations and Future Work

This study was conducted using a head-still setting. Par-
ticipants navigated the city without moving their heads, and
only used their eyes to look around within the environment.
This may have produced unnatural gaze behaviors that are
inconsistent with gaze behaviors during real-world navigation.
A future study can address this by allowing head movement.

We plan on using the results of this study to inform a
follow-up experiment in this area. The objective of that future
experiment is to study the effects of overt and covert cues
on eliciting event segmentation and on memory recall. It
would be conducted on real people who would be instructed
to navigate a city in a HMD-based VR environment. The
findings shown here are encouraging and show that World-
space Cueing could be used as our covert cueing technique
for that study. We would also like to conduct a future study to
evaluate World-space Cueing performance against other subtle
VR gaze guidance techniques. We believe that there could
be a potential speed up associated with using HLSL when
compared to traditional 2D (image-space) modifications.
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